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1 Using matrices

In the first assignment, you will need to create matrices and use these to calculate
the vector of estimated (OLS) coefficients. First, to create a matrix, we specify the
collection of numbers, starting from the top left corner and filling the cells column
by column.1 We also specify the dimensions. For instance, to create a matrix with
dimensions 3× 3 and some arbitrary numbers, we write

(A <- matrix(c(2, 1, 4, 2, 3, 6, 3, 5, 4), ncol = 3, nrow = 3))

## [,1] [,2] [,3]

## [1,] 2 2 3

## [2,] 1 3 5

## [3,] 4 6 4

where I use the concatenation function c() to get the collection of these numbers. I
saved the matrix as the object A and I put parenthesis around the whole command so
that it would display the result as well as saving the object. We could always display
the objects we have created (or the data we load in to R ) by simply typing the name
of the object:

A

## [,1] [,2] [,3]

## [1,] 2 2 3

∗PhD course in Economics (SDPE)
1That is, first column 1 is filled, then column 2 etc.
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## [2,] 1 3 5

## [3,] 4 6 4

Next, we will look at some operators. To find the invers of the matrix A, we use
the command solve():

solve(A)

## [,1] [,2] [,3]

## [1,] 0.8182 -0.4545 -0.04545

## [2,] -0.7273 0.1818 0.31818

## [3,] 0.2727 0.1818 -0.18182

To get the transpose of a matrix, we use t():

t(A)

## [,1] [,2] [,3]

## [1,] 2 1 4

## [2,] 2 3 6

## [3,] 3 5 4

This can also be used for vectors. If we have a vector x

(x <- c(1, 2, 3))

## [1] 1 2 3

we get its transpose by

t(x)

## [,1] [,2] [,3]

## [1,] 1 2 3

Notice that we did not specify whether x should be a column or a row vector; it just
automatically makes a collection of number (using c()) a column vector (even though
it does not look like it when we created x). If we want to create a row vector, we simply
use c() and transpose it:
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y <- t(c(4, 5, 6))

We can multiply matrixes and vectors by using %*%:

(B <- A %*% A)

## [,1] [,2] [,3]

## [1,] 18 28 28

## [2,] 25 41 38

## [3,] 30 50 58

Same goes for vectors:

t(x) %*% x

## [,1]

## [1,] 14

Above, I performed x′x and got the dot product (of x with itself) but we could also
do xx′ and get

x %*% t(x)

## [,1] [,2] [,3]

## [1,] 1 2 3

## [2,] 2 4 6

## [3,] 3 6 9

We could also perform consecutive multiplications, for instance xx′A:

x %*% t(x) %*% A

## [,1] [,2] [,3]

## [1,] 16 26 25

## [2,] 32 52 50

## [3,] 48 78 75

How do we convert loaded data into a matrix? Usually, when you load data into R

using, for instance, a txt.-file, you can directly use the matrix operators on the object
that you save the data as. However, sometimes you need to convert it into a matrix
before doing any fancy matrix stuff. I will use a dataset from the package Ecdat, called
Airlines:
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library(Ecdat)

data(Airline)

C <- Airline

The data (which is saved as the object C) consist of 90 observations and 6 variables:

dim(C)

## [1] 90 6

If I would try to do multiply the transpose of C with C, we get the following message:

t(C) %*% C

## Error: requires numeric/complex matrix/vector arguments

So, what we then do is to tell R that this is indeed a matrix, and we do it by using
as.matrix():

C <- as.matrix(C)

t(C) %*% C

## airline year cost output pf lf

## airline 1.365e+03 2.520e+03 2.245e+08 1.009e+02 1.492e+08 1.738e+02

## year 2.520e+03 7.440e+03 1.039e+09 4.483e+02 4.583e+08 4.158e+02

## cost 2.245e+08 1.039e+09 2.399e+14 1.075e+08 6.440e+13 5.894e+07

## output 1.009e+02 4.483e+02 1.075e+08 5.207e+01 2.670e+07 2.856e+01

## pf 1.492e+08 4.583e+08 6.440e+13 2.670e+07 2.969e+13 2.455e+07

## lf 1.738e+02 4.158e+02 5.894e+07 2.856e+01 2.455e+07 2.852e+01

To add a constant column vector to the matrix C, we use cbind():

C2 <- cbind(1, C)

How do we withdraw a collection of variables (columns) or observations (rows)?
Assume we want to create a data set with only the second and the third column. We
call this new matrix D and write the following:

D <- C[, c(2, 3)]
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The first argument (before “,”) represents the row dimension and the second argument
represents the column dimension. Basically, we are telling R to give us the second and
third column and to keep all rows. If we instead want to have all of C except the second
and third column, we write

E <- C[, -c(2, 3)]

It is good practice to “soft-code” as much as possible, in this case, to not use numbers
or collection of numbers directly as arguments, but rather to save these numbers as
object at the beginning of your code and then use the objects as inputs. Obviously, it
is easier to change the value(s) for a input than to change the same value(s) at each
and every place that they appear. For instance, you could save the collection of 2 and
3 as n and then plug this into some command:

n <- c(2, 3)

D <- C[, n]

E <- C[, -n]

It is also a good idea to remove any objects that you won’t use in the rest of the
script:

rm(n, x, y, E, D, A, B)

2 Simulations

For the second assignment, you will use R to create sequences of relative frequencies.
First, we consider the case where each experiment is a Bernoulli trial.2 Let the prob-
ability of success be p, Pr [X = 1] = p. I will show you a number of ways to get these
relative frequencies. First, we do the actual simulations.

To create a vector of, say, 30 Bernoulli trials with p = 0.2, we use the binomial
distribution 30 times, where we each time perform the experiment just once.3 In order
to get the same results when the codes are ran at different occasions, we first need to
“set the seed”.

2We have exactly two outcomes, usually called “success” or “failure”.
3Remember that a random variable that follows the binomial distribution represents is a function

that gives us the number of successes out of n trials. In our case, we only want to have 1 trial, but 30
times.
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set.seed(250)

p <- 0.2

n <- 30

x <- rbinom(n = n, size = 1, prob = p)

We now create a loop that takes the sum of the sequence up to a certain experiment,
and then divides this sum by the total number of experiments that have been made so
far. For instance, if we had the following sequence, y = (0, 2, 1), we would write the
following in R.

y <- c(0, 2, 1)

sum(y[1])

## [1] 0

sum(y[1:2])

## [1] 2

sum(y[1:3])

## [1] 3

Basically, we take all elements in y from the first to, for instance, the second (or the
third), and then take the sum of these elements. The loop could then look like this:

tsum <- matrix(NA, ncol = 1, nrow = n)

for (i in 1:n) {
s <- sum(x[1:i])

tsum[i] <- s

}

The vector tsum consists of these sums:

t(tsum)

## [,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

## [1,] 0 0 0 1 1 2 3 3 3 4 4 4 4

## [,14] [,15] [,16] [,17] [,18] [,19] [,20] [,21] [,22] [,23] [,24]

## [1,] 4 4 4 4 4 4 4 4 5 5 5

## [,25] [,26] [,27] [,28] [,29] [,30]

## [1,] 5 6 6 7 7 7
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We now need to divide each sum by the number of observations (or experiments)
involved in each sum, whic is easily done by first creating another sequence from 1 to
30 and then dividing tsum with this sequence, element by element.

ns <- 1:30

rf1 <- tsum/ns

t(rf1)

## [,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11]

## [1,] 0 0 0 0.25 0.2 0.3333 0.4286 0.375 0.3333 0.4 0.3636

## [,12] [,13] [,14] [,15] [,16] [,17] [,18] [,19] [,20] [,21]

## [1,] 0.3333 0.3077 0.2857 0.2667 0.25 0.2353 0.2222 0.2105 0.2 0.1905

## [,22] [,23] [,24] [,25] [,26] [,27] [,28] [,29] [,30]

## [1,] 0.2273 0.2174 0.2083 0.2 0.2308 0.2222 0.25 0.2414 0.2333

The vector rf gives us the relative frequencies. Another way to do this is to use
sapply():

rf2 <- sapply(1:30, function(y) sum(x[1:y])/y)

Yet another way to do this is to just get the cumulative sum for each element in
our sequence. That is, for the ith row it takes the sum of all previous rows and the ith
row. For this, we use cumsum():

cx <- cumsum(x)

rf3 <- cx/ns

How do we plot these series? We can use the command plot():

plot(rf3, type = "line")
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Another way to get the series of successes (and failures) is to first create the outcome
space and then make n random draws with certain probabilities associated with each
outcome. In our case, the outcome space is Ω = {0, 1} and the associated probabilities
are p = Pr [X = 1] = 0.2 and 1− p = Pr [X = 0] = 0.8:

Om <- c(0, 1)

r <- c(0.8, 0.2)

We now use sample() to make 100 draws with replacement from the outcome space Ω
(with the vector of probabilities r = (0.8 0.2)′:
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set.seed(500)

sam <- sample(Om, size = 100, prob = r, replace = TRUE)

Notice that if we would not have specified the vector of probabilities for each outcome,
R would give equal probability to each outcome.

If you have a data set with several variables (like the one we have above), you might
want to create a random sample of row numbers, which you then use to withdraw
observations from the full data set. For instance, if we want to get 50 observations
(with data on all variables) from Airlines we use sample to give us a collection of
randomly drawn numbers from 1 to 90:

n <- dim(C)[1]

ra <- sample(1:n, size = 50, replace = TRUE)

Since we did not specify a vector of probabilities, each observation was given equal
probability. We now withdraw these observations from the data.

D <- C[ra, ]

In Assignment 4, you are asked to make a number of random draws (with replace-
ment) and for each random draw, you are supposed to estimate one or several population
parameters. There are many ways to do this but the most intuitive is to create a loop
where you perform the random draw and estimate the parameters. This also gives us
an easy way of computing a whole bunch of stuff for each random draw and saving
these neatly in a matrix (or vector).

First, we create some data. Let X be a random variable following a standard normal
and Y is just X plus a random term following a exponential distribution with λ = 2:

set.seed(10)

X <- rnorm(n = 1000)

Y <- X + rexp(n = 1000, rate = 2)

tdn <- cbind(X, Y)

We now want to make 50 random draws of Y and X, and for each random draw, we
want to estimate the mean of both variables and the covariance of Y and X. That is,
we want to get 3 different values for each of the 50 random draws. We therefore create
an empty matrix with dimensions 50× 3 where we store our estimates.

est <- matrix(0, ncol = 3, nrow = 50)

colnames(est) <- c("Mean of X", "Mean of Y", "Cov of X and Y")
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So, our loop should first make the random draw, then compute the statistics, and lastly
save them in the matrix est. To make it a bit more complicated, we increase the
sample size by 5 for each consecutive draw. Therefore, we create a sequence of numbers
starting at, say, 10 and increasing by 5.

se <- seq(from = 10, length = 50, by = 5)

For each iteration in the loop, R will look for the number in this sequence and replace
the number of observations in the random draw with this number.

for (i in 1:50) {
n <- se[i]

tindex <- sample(1:1000, size = n, replace = TRUE)

tsample <- tdn[tindex, ]

est[i, 1] <- mean(tsample[, 1])

est[i, 2] <- mean(tsample[, 2])

est[i, 3] <- cov(tsample[, 1], tsample[, 2])

}

The first 5 rows of est looks like this:

est[1:5, ]

## Mean of X Mean of Y Cov of X and Y

## [1,] 0.07682 0.6701 1.1309

## [2,] -0.05815 0.2620 1.2254

## [3,] 0.05189 0.5666 1.0632

## [4,] 0.13132 0.6572 0.5757

## [5,] -0.26663 0.2983 1.0082
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